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Filtering Spam using Neural Networks

1 Introduction

At the beginning of the ANE module | downloaded the Joone neural network
framework and started trying to design different networks with its GUI editor. Simple
networks did not behave like | wanted them to do. The first idea to write an image
recognition, which should be able to learn different faces in images, was skipped
soon, as | realized that | would have to pre-process the images in Adobe Photoshop,
then resize them to nearly the size of a Windows-icon in greyscale, so that they can
be used inside a network. So while thinking about another project for this module,
Outlook notified me over and over again about the arrival of a new spam mail in the
inbox. This is quite more annoying than bugs in a neural network framework or

recognising that some network parameters were again wrong chosen.

So the idea is to use a neural network which will be trained to recognize different
forms of often used words in spam mails. A simple application parses a text and
passes single words to the neural network which should categorise the words in

different variations as spam or normal and allowed words.

There will be neither the need of much pre-processing the input data manually nor
getting enough and suitable training and test data. One has just to open Outlook and

get the latest received mails from the spam folder.

Nevertheless there are patterns inside emails or parts of them that can be
recognised. Spam mails often use different forms of words to hide them from Spam

filters. A neuronal network could also detect new and unknown forms of words.

The project was done using the Joone framework to be able to design and test the
networks in a graphical tool and on the other hand to save a lot of coding work for the

application by reusing existing libraries.
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2 Joone

"Joone (http://www.joone.org/) is a Java framework to build and run Al applications
based on neural networks. Joone applications can be built on a local machine, be
trained on a distributed environment and run on whatever device. Joone consists of a
modular architecture based on linkable components that can be extended to build

new learning algorithms and neural networks architectures."
[Marrone, 2005]

Joone is an open source project which is licensed under LGPL. It is available from its

website http://www.joone.org.

Joone consists of a core engine which is a Java library, a GUI Editor to visually
create and test neural networks and a distributed training Environment. The
framework was built in a way that new algorithms, like for example genetic

algorithms, can be added too.
[http://www.joone.org, 2005-05-20]

Joone is also available in .NET, but it is a port from a former Joone version.

Additional tools like the GUI editor are missing completely there.

2.1 Documentation

The main documentation for Joone are tutorials on the Joone website and the
"Complete Guide" which was written by one of the authors of Joone and is available
for download on

http://heanet.dl.sourceforge.net/sourceforge/joone/JooneCompleteGuide.pdf.

A good starting point for the first steps with the framework is the XOR-example using

the GUI editor (http://www.jooneworld.com/docs/sampleEditor.html).

For the use in a Java program there is the same XOR-example available as source

code for the program (http://www.jooneworld.com/docs/sampleEngine.html).

2.2 Editor

The GUI editor is a graphical user interface to visually create, modify and train a

neural net.

Its main features are:
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Creation of any architecture, according to the nature of the core engine
Neural net save and restore from a file system

Setting of all parameters for each component of the neural network
Checking for the correctness of the neural network

Use of pre-processing and control plug-ins

A complete macro editor to define and control the scripting code

A control centre to train the neural network

A charting component to visualize the output values of the neural network

A flexible environment based on XML files to add new layers, synapses, etc. to

the editor's palette

Exporting of the embedded neural network to distribute and run it on external

applications

[http://mwww.jooneworld.com/docs/guiEditor.html, 2005-05-20]
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[Screenshot Joone GUI editor]

2.3 Creating a network using the GUI editor

According to the tutorial on www.joone.org a network is built in the editor with

following steps:
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Place a file input layer on the drawing map and set the properties to the desired
columns and the filename of the input data (1). The input file should be a comma
separated file containing integer or double values (for an example see "Network" -
"Training data"). Then for the input layer a new linear layer is used (2), the hidden

and output layers consist of sigmoid neurons (3).

To get the training data, another file input layer has to bee added (4), which points to
the file of the first input file layer, but selects the desired output column. The training

data file input layer is connected to the network using a teacher object (5).

]'p"q'.loonEdit - Joone Neural Net Editor
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[Creating a network in the GUI editor]

To start the training of the network the menu "Tools" - "Control Panel" shows this

dialog where training parameters can be set:
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[Setting learning properties]

To start learning the learning property has to be set to "True", and a learning rate and

momentum must be chosen. The Joone tutorial proposes a learning rate of 0.8 and a

momentum of 0.3. Epochs sets the amount of learning cycles and training patterns

tell the framework how much lines from the input file should be used for learning.

After successful training the network should be tested. Therefore an output layer is

added to the network and the teacher layer has to be disabled (teacher layer,

properties, enable="False”).
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[Adding output layer to the network]

The filename property must be set to a file where the output of the test will be stored.
To run the network and create the test file, the control panel has to be changed to
learning = false
epochs =1

After a network was successfully tested, the editor can save it to a file as serialised
Java object. This can be done via the “File” — “Export network” menu. This file can be

included in an application that wants to use a neural network.
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[Setting properties for output]

After the network is started using the "Run” button, the file from the output layer is

created containing the calculated value from the network for each input pattern.

This is the output example of the network used for the spam filter application. The
values around 1.0 shows test data categorised as spam words, numbers near 0.0 are

normal words.

0.9949837277710579
0.3504644685536683
0.998492265981219
0.37411732073589804
0.9986398454520485
0.9975998558166571
0.9975363667552964
0.9975843505824072
0.40097478853559304
0.9987826050751925
0.9988103875721653
0.9978410112891032
0.9976902175905501
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0.9988101401455811
0.9978394401243885
0.995792762626829
0.4269445830915001
0.9962869771573855
0.4516053094169487
0.472537381457666
0.4592741435242148
0.43983367427124626
0.4201894311326721
0.013473809468908174
0.013203433686597722
0.0133379228046906
0.013201548874095552
0.39687313154105114
0.383443689747616
0.36812595134058546

3 Application

3.1 Preparing input

See “Network” — “Preparing input data”

3.2 First approach: learning from mail body

The first approach to realise a spam filter using Joone was to create training data

directly from the Outlook Junk mail folder and the Inbox. This was done using a .NET

application which accesses Outlook, loads some junk and some normal mails, gets

the mail body, transforms the character to integer values and stores it to the training

data file (see "Network" - "Preparing input data").

using System;

using System.Drawing;
using System.Collections;
using System.ComponentModel;
using System.Windows.Forms;

using System.Data;
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using Microsoft.Office.Interop;
using System.Collections;

using System.lO;

namespace OutlookTest

{

public class Forml : System.Windows.Forms.Form
private  System.Windows.Forms.Button btnJunk;
private  System.Windows.Forms.TextBox tbResult;

private  System.ComponentModel.Container components = null ;

public Form1()

{
InitializeComponent();
}
protected override  void Dispose(  bool disposing)
{
if (disposing )
{
if (components != null )
{
components.Dispose();
}
}
base .Dispose( disposing );
}
#region Vom Windows Form-Designer generierter Code
private  void InitializeComponent()
{
this .btnJunk = new System.Windows.Forms.Button();
this .tbResult = new System.Windows.Forms.TextBox();

this .SuspendLayout();

1l

/I btnJunk

1l

this .btnJunk.Location = new System.Drawing.Point(32, 32);
this .btnJunk.Name = "btnJunk";

this .btnJunk.Size = new System.Drawing.Size(160, 48);

this .btnJunk.Tablndex = O;
this .btnJunk.Text = "Get Junkmails";
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this

.btnJunk.Click +=

new

System.EventHandler( this .btnJunk_Click);
1l
/I tbResult
1l
this .tbResult.Location = new System.Drawing.Point(248, 32);
this .tbResult.Multiline = true ;
this .tbResult.Name = "tbResult";
this .tbResult.Size = new System.Drawing.Size(408, 360);
this .tbResult.Tablndex = 1;
this .tbResult.Text ="";
1l
/I Form1
1l
this .AutoScaleBaseSize = new System.Drawing.Size(6, 15);
this .ClientSize = new System.Drawing.Size(688, 416);
this .Controls.Add( this .tbResult);
this .Controls.Add( this .btnJunk);
this .Name ="Form1";
this .Text ="Form1";
this .ResumeLayout( false );
}
#endregion
[STAThread]
static void Main()
{
Application.Run( new Form1());
}
private  void btnJunk_Click( object sender, System.EventArgs e)
{

Microsoft.Office.Interop.Outlook. Ap
Microsoft.Office.Interop.Outlook.ApplicationClass()

Microsoft.Office.Interop.Outlook. Na
olApp.GetNamespace("MAPI");

Microsoft.Office.Interop.Outlook.MAP
olNs.GetDefaultFolder(Microsoft.Office.Interop.Outl
olderJunk);

Microsoft.Office.Interop.Outlook.Ite
oMalils.ltems;

plication olApp = new

meSpace oINs =

IFolder oMails =
ook.OlDefaultFolders.olF

ms oltems =

ArrayList mailList =

for ( int

new ArrayList();

i =1;i<=oltems.Count; i++)
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try
{
Microsoft.Office.Interop.O utlook._Mailltem oMail =
(Microsoft.Office.Interop.Outlook. Mailltem) oltems [il;

string s=
oMail.Body.Substring(0,50).PadRight(50," );

if ('mailList.Contains("J_"+s) &&
ImailList.Contains("l_"+s))

mailList. Add("J_"+s);

}
catch (Exception mailEx) {}
if (i>200)
{
break ;
}
}
oMails =
olNs.GetDefaultFolder(Microsoft.Office.Interop.Outl ook.OlDefaultFolders.olF
olderinbox);

oltems = oMails.ltems;

for ( int i=1;i<=oltems.Count; i++)
{
try
{
Microsoft.Office.Interop.O utlook._Mailltem oMail =
(Microsoft.Office.Interop.Outlook._Mailltem) oltems [il;
string s=

oMail.Body.Substring(0,50).PadRight(50," );

if ('mailList.Contains("J_"+s) &&
ImailList.Contains("l_"+s))

mailList.Add("l_"+s);

catch (Exception mailEx) {}
if (i>200)

break ;

}

FileStream fs = new
FileStream(@"C:\junkmail.txt",FileMode.Create,FileA ccess.Write);

StreamWriter w = new StreamWriter(fs);
byte low = 255;
byte high = 0;
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foreach ( string s in mailList)

{
bool junk = s.StartsWith("J_");
string  s2 = s.Remove(0,2);
byte [b=  new byte [50];
for ( int i=0;i<50;i++)
{
if (i <s2.Length)
{
b[i] = ( byte )(s2[i]%29);
}
else
{
b[i] = 0;
}
w.Write((bli]). ToString())
w.Write(";");
}
if  (junk)
w.WriteLine("1;0;");
else
w.WriteLine("0;1;");
}
w.Flush();
w.Close();
fs.Close();

}

Unfortunately training the network just from some characters of the mail body was not
successful. The mails layout is not standardised, significant words are on various
positions in different forms and so on. More than that using the mail body for input,
one has to choose a lot of input neurons and a much bigger training set which will

make the training of the network dramatically slower.

So the next approach was to train single words from the mail body.

3.3 Frontend

The frontend or GUI to the neural network is a Java application which shows all

important fields which occur in an email.
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Email address from
Email address to
Subject

Body

When the fields are set with values from an email, the check-button passes all
occurring words to the networks and gets its evaluation. The words and their ranking

are displayed in a list on the right side of the program.

[Screenshot Spam filter application]

The application sends all words from the fields to the network. If one or more words

categorised as spam are found, it will show a warning message for this content.
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[Screenshot application finding spam]

3.4 Using Joone

The GUI editor from Joone enables one to design, train and save a neural network.
The saved network which is nothing else than a serialised Java object can be

included in every Java application without much coding effort.

These import statements are required (assuming that the classpath of the project was

extended to the lib directory of the Joone framework):

import org.joone.engine.*;
import org.joone.net.*;
import org.joone.io.*;

The prepareNetwork() function recreates the network object from the serialised
network, which was created in the GUI editor. Then the learning cycles are set to 1,
which means for the application it will just send the input for one time and the

learning property is turned off.

private void prepareNetwork()
{
NeuralNetLoader loader = new NeuralNetLoader('C :\\ane\\spam.snet");
spamNet = loader.getNeuralNet();
if (spamNet != null)
{
spamNet.getMonitor().setTotCicles(1);

spamNet.getMonitor().setLearning(false);
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}
}

The getResult() method gets an Item object which is an object for the word, which
should be checked and which transforms the string of the word to an array of double

values (see "Network" - "Preparing input data").

First the input- and output-layers of the network are replaced by
MemorylnputSynapse objects. In the original network input and output was done
using files, therefore the serialised objects has still FileInputSynapse objects inside.
With the MemorylnputSynapse object input or output values can be set and read
directly inside the application.

The input layer is set to "FirstRow"=1, "FirstCol"=1 and "LastCol"=10, which means it
should start at the first line and should just work on columns 1-10. This is important

because the input data could have much more values.

After input and output layers have been defined the network can be started using

spamNet.start();
spamNet.getMonitor().Go();

The MemoryOutputSynapse returns an output array for each input which is read

using:

double[] pattern = memOut.getNextPattern();
ret = pattern[0];

[Marrone, 2005]

Source code of the getResult() method:

private double getResult(ltem item)

{
double ret = -1.0;

if (spamNet != null)
{
Vector layers = spamNet.getLayers();
Layer input = (Layer)layers.elementAt(0);
input.removeAlllnputs();
MemorylnputSynapse meminp = new MemorylnputSy napse();
memIinp.setFirstRow(1);
memlinp.setFirstCol(1);
memlinp.setLastCol(10);
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input.addinputSynapse(memIinp);

memlinp.setinputArray(item.returnVector());

Layer output = (Layer)layers.elementAt(3);

output.removeAllOutputs();

MemoryOutputSynapse memOut = new MemoryOutput Synapse();
output.addOutputSynapse(memOut);

spamNet.start();

spamNet.getMonitor().Go();

for (int i=0; i < 1; ++i)

{
double[] pattern = memOut.getNextPattern();
ret = pattern[0];

}
spamNet.stop();

}

return ret;

}

4 Network

4.1 Training data

The following elements are part of the training data set. The J_ or | _ tells the program
which prepares the training data if a word should be learned as spam or normal word.
(These words were chosen using real mails in the Outlook Junk mail folder all normal

words were taken from original mails in the Inbox folder.)

J_means Junk mail and |__is for Inbox.
J_Look at this

J_Male Enhancement

J_via gra

J loan

J_viagra

J_VIAGRRA

J viagr@

J_mOrtage
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| J_lOan

J_enlarge
J _enl@rge
J_mortage
J_mort@ge
J_vlagra
J_Viagr@
J_penis
J_peni$
J_Penis
J_VIAGRA
|_Wilfried
|_Hallo
|_Gerald
|_Servus
|_Das
|_Bitte
|_normal
|_neuronal
|_das wort
|_ich weiss
|_Austria
|_Ciao
|_David
|_Marta
|_Gulnther
|_Termin
|_bei mir
|_Austria
|_Meeting
|_habe

4.2 Test data
The test data is a modified version of the training data set.

One of the test files was:

J_via gra

J loan

J_viagra

J_Look at this
J_Male Enhancement
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J_VIAGRRA
J viagr@
J_mOrtage
J l0an
J_enlarge
J_enl@rge
J_mortage
J_mort@ge
J_vlagra
J_Viagr@
J_peni$
J_VIAGRA
|_Wilfried
|_Hallo
|_Gerald
|_Sers
|_Das
|_Bitte
|_normal
|_neurOnal
|_das Wort
|_ich weiss
|_Ciao
|_David
|_Marta
|_Glnther
|_Termin
|_bei mir
|_Austria
|_Meeting
|_habe

4.3 Preparing input data

The data which the spam filter network will have to handle will be character strings.
Due to Joone has no built-in components to work with character information - or at
least it is not documented - for training and testing the network an input file

containing words converted to integer values was created.

This was done with the help of a small .net application:

| using System;
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using System.lO;
using System.Collections;
namespace ANEPrepareTrainingFile

{

class Classl

[STAThread]

static void Main( string [] args)

StreamReader myReader = new
StreamReader(@"C:\test_orig_20050522.txt");

StreamWriter w = new
StreamWriter(@"C:\test_proc_20050522.txt");

ArrayList myList = new ArrayList();
while (myReader.Peek() > -1)

string s = myReader.ReadLine();
myList.Add(s.PadRight(17," ));
}
myReader.Close();

foreach ( string s in myList)

bool junk = s.StartsWith("J_");
string  s2 = s.Remove(0,2);
byte [ b = new byte [15];
for ( int i=0;i<15;i++)

{
if (i <s2.Length)
{
b[i] = ( byte )(s2[i]%19);
}
else
{
b[i] = 0;
}
w.Write((bli]). ToString())
w.Write(";");
}
if  (junk)
w.WriteLine("1;0;");
else

w.WriteLine("0;1;");
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}
w.Flush();

w.Close();

When characters are converted to integer each character has a possible value from 0
to 255. Most of these possible values stay unused (for example the non-printable
chars) and differences inside the text are in a very small range (for example 65 - A
and 66 B). Using original values none of the tested networks could be trained
successfully. Due to that fact, the integer values were transformed to a smaller range
using modulo operation (for example modulo 19 or 23). So the differences between
letters should be much bigger in relation to the possible sample of input values.

The result from the transformation is for example:

1;2;13;6;13;12;15;9;2;15;4,6;14,6;15;1,0;
4;10;2;13;8;0;2;13;13;13;13;13;13;13;13;1,0;
13;16;2;15;13;13;13;13;13;13;13;13;13;13;13;1,0;
4;10;8;8;0;2;13;13;13;13;13;13;13;13;13;1;0;
10;13;2;14,6;6;8;13;13;13;13;13;13;13;13;1,0;
4;10;2;8;0;7;13;13;13;13;13;13;13;13;13;1;0;
14;10;0;2;2;8;6;13;13;13;13;13;13;13;13;1,0;
13;10;2;15;13;13;13;13;13;13;13;13;13;13;13;1,0;
6;2;13;7,0;8;6;13;13;13;13;13;13;13;13;1,0;
14;10;0;2;7;8;6;13;13;13;13;13;13;13;13;1,0;
14;16;0;2;7;8;6;13;13;13;13;13;13;13;13;1,0;
4;14,2;8;0;8;13;13;13;13;13;13;13;13;13;1;0;
10;10;2;8;0;7;13;13;13;13;13;13;13;13;13;1,0;
11;10;13;7;0;10;6;5;13;13;13;13;13;13;13;0;1;
15;2;13;13;16;13;13;13;13;13;13;13;13;13;13;0;1;
14;6;0;2;13;5;13;13;13;13;13;13;13;13;13;0;1;
18;2;0;10;15;13;13;13;13;13;13;13;13;13;13;0;1;
7;6;0;1;13;13;13;13;13;13;13;13;13;13;13;0;1;
11;2;1;13;13;13;13;13;13;13;13;13;13;13;13;0;1;
3;10;2;2;6;13;13;13;13;13;13;13;13;13;13;0;1;
15;16;0;14;2;13;13;13;13;13;13;13;13;13;13;0;1;
15;6;3;0;16;15;2;13;13;13;13;13;13;13;13;0;1;
5;2;1;13;11;16;0;2;13;13;13;13;13;13;13;0;1;
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10;4;9;13;5;6;10;1;1;13;13;13;13;13;13;0;1;
11;15;0;13;8;3;1;2;0;10;2;13;13;13;13;0;1;
11;15;0;13;13;13;13;13;13;13;13;13;13;13;13;0;1;
10;10;16;2;13;13;13;13;13;13;13;13;13;13;13;0;1;
11;8;10;16;11;13;13;13;13;13;13;13;13;13;13;0;1;

The 0 and 1 at the end of each line is the desired output for a word. The
transformation stores a 1 in the first column for spam and a 0 in the second one for
OK. Due to better learning success was achieved just using 1 output neuron the last

column was not used later on.

4.4 Network design

Following network designs have been tested. Some of the tested network designs
are shown in the figures below. The number of neurons in each layer is shown by the
number in the layer shapes. The parameters for the training phase are shown in the

“Properties” window.

All networks except the last one could not be trained successfully, expecting an error
rate smaller than 0.1 (RMSE in the figures).

The networks are all feed-forward networks with one or two hidden layers. For the
input layer neurons using a linear threshold were chosen. The hidden and the output

layer use the sigmoid function.

The parameters for the training phases where most time around the values that were
shown in the Joone tutorials (learning rate=0.8, momentum=0.3), but also other

values has been tried. Changing these values did not show great effects.

Primarily the designs used a smaller hidden layer than the input layer, because of the
expectation to categorise more general forms of the trained words, but none of the
networks using smaller hidden layers could be trained well. So the designs were
changed to give the network the possibility to store enough information — or just learn

words by heart. So the hidden layer got much bigger.

Due to no network using just one hidden layer could learn the words the most

network tests used two hidden layers.
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[Screenshot Joone GUI editor — network with 10,6,3,1 layers]

[Screenshot Joone GUI editor — network with 10,6, 1 layers]
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[Screenshot Joone GUI editor — network with 10,7,5,2 layers]

[Screenshot Joone GUI editor — network with 10,15,5,1 layers]
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[Screenshot Joone GUI editor — network with 10,150,10,1 layers]

[Screenshot Joone GUI editor — network with 10,150,5,1 layers]
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[Screenshot Joone GUI editor — network with 10,100,1 layers]

4.4.1 used network

The following network could be trained successfully. This network was used in the
application. It uses a lot more neurons in the first hidden layer, so | expected it just to
learn the words by heart and not to make any generalisations. Nevertheless this

network still recognises variations of different words as well.

[Screenshot Joone GUI editor — network with 10,100,7,1 layers]
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5 Conclusion

The Joone framework gives a good starting point for using neural networks inside an
own application. One does not have to rewrite neurons and synapses from the
scratch and the GUI editor gives to possibility to try different network designs and

parameters without the need of writing or changing a single line of source code.

In the “Joone” — “Documentation” chapter the XOR example on the Joone website as
"how-to" article was mentioned, which helps one to get the first test project up and
running. Unfortunately there are not much more useful simple examples available,
which makes it quite hard to find a solution for other problems without trying a lot of
different networks layouts using different Joone objects, but without knowing which
approach makes really sense. Other Joone projects available on the net were a
number recognition and a character recognition application, which just use the Java

classes. They do not show anything from the GUI editor.

Another thing which makes it hard using the Joone library at the beginning is that
there are still several bugs inside the framework — or the editor, which | encountered
during the tests of different networks. If the training phase gets cancelled by the user,
it wills occur that the library hangs, or continue running using 100% of the CPU. The
worst failure was that a network that worked well, returned after some successful test
phases just "NaN" (not a number) as result. After restarting Joone and retrying the
same network everything worked well again. Furthermore changing the input file in
Joone editor is much harder than it sounds. The input is buffered in the framework
and "reset input streams" does not seem to work well. Every change of input data
resulted in multiple restarts of Joone, changing input layer properties several times
until the change of the file was recognised.

But never knowing if a design and its parameters are not well chosen or the
framework does not behave the way it should do, could be a reason not to choose it

for a project again.

In spite of the GUI editor looks quite cute and the exported framework was included
in the application using a few lines of code, | suggest that writing my own network
framework would require less time than finding out why the Joone does not behave

the way it is intended to.
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The network learned some words well and recognises different forms of the trained
words, but using normal programming methods like a spam word database, some
string replace functions and regular expressions in the code would achieve much

more success in less time.
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